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Abstract

Hyperspectral images (HSIs) offer rich spectral and spatial content but pose immense storage and transmission burdens. Implicit
Neural Representations (INRs) have emerged as a powerful paradigm for coordinate-based data compression by overfitting a
multilayer perceptron (MLP) to a single data instance. However, traditional INRs optimize purely for pixel-level visual
reconstruction error (e.g., Mean Squared Error), ignoring sharp object boundaries inherent to the geographic or material structure.
In this work, we propose a semantic-aware INR compression pipeline for HSIs that incorporates a temporary auxiliary semantic
head alongside the primary coordinate-to-intensity network. During training, this auxiliary head forces the network's internal
representations to align with the ground-truth categorical layout of the scene. Crucially, the auxiliary projector is completely
discarded after training, ensuring that zero storage or inference overhead is added to the final compressed model weights.
Evaluated on the Indian Pines, Pavia University, and Houstonl3 benchmarks, our approach significantly improves visual and
spectral reconstruction fidelity, boosting PSNR performance without changing the storage requirements or decoder architecture.
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[. Introduction

Hyperspectral imaging captures the electromagnetic
spectrum across hundreds of contiguous channels for each
pixel, expanding beyond standard RGB capabilities to en-
able precise object detection, material analysis, and chem-
ical identification'". These properties make HSIs vital in
fields including remote sensing, environmental monitoring,
agriculture, medicine, and defense!?/PIHIBSICITEICIONI
However, acquiring hundreds of bands implies that HSIs
demand orders of magnitude more storage space than con-
ventional color images, creating massive transmission bot-
tlenecks for satellite and airborne platforms!'?.

To mitigate these challenges, learning-based com-
pression frameworks have shown considerable prog-
ress 5] Notably, in recent developments, implicit neu-
ral representations (INRs) formulate compression as a net-
work overfitting process!'®’. Instead of saving a dense grid
of values, a continuous mapping function parameterized by
a neural network maps 2D spatial coordinates (x, y) di-
rectly to the corresponding channel vector [ch 0, ch 1, -,
ch n]. Compression is achieved by storing the network pa-
rameters O rather than the image itself.

Despite their success, standard INR!"”! models are strictly
optimized using mean squared error (MSE), which focuses
uniformly on low-level signal reconstruction. This ignores
the thematic arrangement of the earth's surface. Because
vanilla coordinate networks lack categorical awareness,
they frequently oversmooth and blur fine-grained spectral

distributions along material boundaries to satisfy global
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pixel averages.

To address this boundary degradation, we present a se-
mantic-regularized coordinate network for HSI com-
pression. Specifically, we insert an auxiliary semantic head
that translates the shared internal features of the network
into class label space. Using available -classification
ground-truth maps, we supervise this head during the con-
tinuous encoding phase via cosine-similarity-based seman-
tic loss. Maximizing semantic cosine similarity between
predicted and target class space forces the hidden layers of
the model to learn a representation sensitive to categorical
boundaries which minimizes inter-band spectral mixing and
spatial blurring along material edges. It is noted that be-
cause of the auxiliary semantic head being completely de-
leted once the training concludes, the physical config-
uration, parameters, and storage constraints of the model
during deployment remain identical to the baseline
architecture. We achieve structural enhancement during de-

coding entirely for free.

II. Background

For wvisual data such as a hyperspectral image
I € R HXWXBcontaining HXW spatial locations across B
spectral bands, the INR framework overfits a neural net-
work @ to that single specific data instance. The network
acts as a continuous coordinate-to-value mapping function,
parameterizing the image domain through the following

forward pipeline:

where p = (x, y) € R? represents the normalized con-

tinuous spatial coordinates of a queried pixel location with-
in the image domain, typically X,y € [—1,1] @ repre-

sents the network parameters and X € RF denotes the
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predicted continuous output vector, capturing the full B-di-
mensional spectral intensity signature corresponding ex-
actly to coordinate point p.

During the encoding phase, the objective is to optimize
the parameter set ©® on a per-instance basis to minimize
a structural reconstruction loss function, such as Mean

Squared Error (MSE), over all pixel coordinates:
in + N 2 (2)
argmin = Yi=q|[Xi — @ (p;; ©) |1

where N, Pi, and Xi represent total number of pixels,
i-th coordinates and the actual signal vector, respectively.
Once optimization is complete, the compact network pa-
rameters © are stored as the final compressed representa-
tion of the image. To reconstruct or decode the data on de-
mand, the saved neural network is queried across a grid
of target coordinates, smoothly generating the original

spectral values.

ll. Related Works

Hyperspectral image compression is generally organized
into traditional coding standards and deep-learning
paradigms. Traditional approaches eliminate spectral re-
dundancies via PCA, compressing residual bands with spa-
tial engines like JPEG or JPEG2000!*,

Deep learning-based schemes have utilized autoencoders
and variational frameworks to achieve compact latent code
spaces 1] however these require longer training and
need more data for optimal learning. Recent advancements
in coordinate-based deep learning have positioned implicit

neural representations!'”’

as a highly competitive paradigm
for continuous data compression. Notably, Rezasoltani and
Qureshi''” introduced an HSI compression framework us-

ing a multilayer perceptron optimized with periodic sinus-

oidal activations. Rather than preserving discrete spatial
grids, their method overfits a compact neural network to
map normalized 2D coordinates (x, y) directly to full mul-
ti-band spectral intensity vectors. This framework saves the
network weights as a highly compressed continuous proxy
that can be queried on demand to decode the original scene.
While their evaluation across benchmarks like Indian Pines
and Pavia University demonstrates that SIREN effectively
bypasses traditional grid constraints and outperforms base-
line standards like JPEG and JPEG2000, it relies strictly
on a pixel-level Mean Squared Error (MSE) objective.
Consequently, this standard INR approach treats all pixels
as uniform signals, leaving it prone to spatial over-
smoothing and high-frequency spectral cross-contamination

along distinct land-cover material boundaries.

IV. Methodology

To overcome the spatial oversmoothing and inter-band
spectral mixing typical of conventional coordinate net-
works, we propose a semantic-aware INR framework for
HSI compression. The core objective of our method is to
embed high-level thematic awareness directly into the net-
work's parameter space during the encoding phase. We
achieve this by introducing a temporary auxiliary semantic
head consisting of a single linear layer optimized via a di-
rectional similarity constraint against the class distribution
layout. By forcing the internal layers of the continuous net-
work to align with these categorical boundaries, the model
develops structural transitions. The proposed structural ex-
pansion of the baseline architecture and its corresponding

optimization strategy is detailed below.

1. Auxiliary Semantic Head

To embed semantic boundaries into the weight space
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without expanding the final file size, we introduce a secon- tion vector, denoted as T = OneHot(y) € RC.

dary semantic head, 9% 9% which branches out from the
deep features of the main network during training. Let 2. Multi-Objective Training Strategy

S = gy(P(p;9)) yield the semantic prediction.
In addition to the reconstruction loss, we apply semantic
Given a pixel class label ¥ € {0,1,...,C — 1} we

transform the categorical target into a one-hot representa-

loss which evaluates the mean cosine similarity between

the model’s semantic output (S) and ground truth classes
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Fig. 1. Overview of Methodology: (Top row) Overall framework where inference in right panel shows the semantic head is discarded after
training. (Bottom row) Encoding-decoding flow of an HSI data cube via INR.
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(T) as:
1 N
Liemantic = 10 = £ > ¢Sy T)/ ISillz ITill, - @
i=1

The net objective function balancing fidelity and class

structure behaves as follows:
Ltotar = Lmse (X; X) + a - Lsemantic (4)

where LMse = % X|IXi — )?illz, and @ is a scaling
weight assigned as 10” to guide the representations without
dominating the primary visual recovery task.

Standard cross-entropy optimization makes the model
map its outputs into an exact probabilistic distribution,
maximizing the probability of the correct class index, this
forces the model weights to continuously scale up so that
the correct class score approaches positive infinity relative
to other classes. This magnitude-driven pressure demands
a significant portion of the network's capacity. In contrast,
we optimize thematic alignment by constraining the direc-
tional correlation of the latent feature vectors within a mul-
ti-dimensional ~ Euclidean space. By transforming
ground-truth categorical labels into a series of mutually or-
thogonal axes via one-hot encoding, each land-cover mate-
rial class is modeled as a definitive geometric direction.
The semantic loss then explicitly calculates the mean co-
sine similarity complement across all pixel coordinates,
without being affected by magnitude variance to optimize
vector collinearity by forcing the network's auxiliary pre-
dictions to run parallel to the targeted ground-truth axis.
Because these auxiliary predictions are derived from the
shared internal parameters of the core continuous back-
bone, this purely directional restriction acts as a structural
regulator, guiding the network to align with the material

category changes, thereby regularizing the oversmoothing.

Once the network training finishes, the auxiliary module
parameters are strictly excluded from storage files and in-
ference execution ensuring that the bitstream budget re-
mains strictly equivalent to the baseline. The overview of
our framework along with encoding-decoding scheme of

compression using INR is illustrated in Figure 1.

V. Experiments and Results

The proposed framework was implemented using
PyTorch and evaluated on three benchmark hyperspectral
datasets, Indian Pines, Pavia University, and Houstonl3.
Indian Pines comprises 145x145 pixels covering 200 spec-
tral bands after removal of water absorption bands, contain-
ing 16 land-cover categories. Pavia University spans a 610
%340 grid containing 103 spectral channels, with 9 classes.
Houstor13 covers a 349x1905 grid with 48 spectral bands,
containing 15 land-cover categories. Each network follows
a SIREN backbone with periodic sinusoidal activations.
We empirically selected w0 = 30.0 for the first layer and
w0 = 50.0 for all subsequent hidden and output layers by
tuning on a single network configuration on the Indian
Pines dataset, then fixed these values as defaults across all
remaining experiments. All networks were optimized using
the Adam optimizer with a learning rate of 2x10™* for
8,000 iterations per scene, on a single RTX 3090 GPU. To
generate the PSNR - bpppb curves in Figure 2, depth and
width were varied, as this is the primary factor controlling
model size (and thus bpppb) in INR-based compression,
while all other hyperparameters were held constant.
Reconstruction ~ fidelity s
Signal-to-Noise Ratio (PSNR) measured in decibels (dB)

with higher values representing better reconstruction.

assessed using Peak

Spectral distortion is evaluated using the Spectral Angle
Mapper (SAM), where lower values indicate better preser-

vation of spectral curves. Storage consumption is measured
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via bits per pixel per band (bpppb).

These metrics are formally defined as follows.
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where MSE = %Z%\Llllxi - Xillz, with Xi and its re-
construction denoting the i-th ground-truth and re-
constructed pixel spectra over all N pixel coordinates as
in Eq. (2), and L denoting the maximum possible pixel in-

tensity of the data or 1 for normalized data.
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Fig. 2. PSNR and SAM vs. bpppb for our method and baseline on Indian Pines (top row), and Pavia University (middle row), and (bottom row)
Houston13 datasets. The proposed method consistently improves both metrics on all three datasets.
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1 X - X
SAM = — YN cos™! (1—,1)
N [1Xill211Xill2

bits(@®)

__ostd) )
bppPb = =% B

where bits(®) is the total bit length of the stored network
parameters, and H, W, and B are the height, width, and
number of spectral bands of the hyperspectral cube.

1. Evaluation and Discussion

To verify the efficacy of the proposed semantic-regular-
ized optimization strategy, we evaluate our framework
against the baseline using PSNR and SAM given a bpppb.

The experimental trends in Figure 2 demonstrate that in-
corporating a directional semantic constraint consistently
outperforms the baseline on all three datasets yielding a
consistent PSNR gain and BD-PSNR gain of up to
+0.51dB. These gains validate our core hypothesis that
forcing the shared internal layer representations to im-
plicitly align with ground-truth categorical layouts prevent
the oversmoothing, typical of purely pixel-level objectives,
preserving fine-grained details. This structural preservation
is further evidenced by SAM metric, which exhibits a de-
cline when the semantic constraint is introduced. This in-
dicates that the continuous coordinate mapping retains
highly accurate, pure spectral signatures, successfully miti-
gating the inter-band cross-contamination along material
borders. It is noted here that we define a boundary as the
spatial edge of any labeled semantic region, regardless of
what borders it (another labeled class or unlabeled back-
ground), since oversmoothing manifests at the edge of any
structurally distinct region. Crucially, because the auxiliary
semantic head is completely discarded prior to deployment,
these architectural and spectral fidelity enhancements are

achieved at zero additional storage or inference overhead,

leaving the bits-per-pixel-per-band (bpppb) footprints
strictly identical to the baseline model and successfully ful-
filling the compression objective. Additionally, Tables 1
and 2 compare our method for two datasets with other
standard compression schemes showing better performance
for both datasets.

E 1. Indian Pines H|O[E{A0fIA| bpppb 0.2 7|F CHE WHSTe| H|1.
Table 1. Comparison with other methods at bpppb 0.2 for Indian Pines
dataset.

Method PSNR
JPEG 32.7
JPEG2000 34.8
PCA-DCT 33.2
Baseline 447
Ours 452

F 2. Pavia University G|O|EfAI0IA{ bpppb 0.1 7|Z CIE WESme| H|w.
Table 2. Comparison with other methods at bpppb 0.1 for Pavia
University dataset.

Method PSNR
JPEG 17.8
JPEG2000 171
PCA-DCT 24.6
Baseline 33.6
Ours 33.8

Figure 3 provides a qualitative comparison across three
hyperspectral benchmarks, Indian Pines, Pavia University,
and Houston13, showing reconstructions from the baseline,
and our method alongside ground truth (original data) and
semantic label map for reference. For each scene, a small
region spanning distinct semantic classes is magnified, al-
lowing direct visual inspection of reconstruction fidelity.
Across all three datasets, the baseline exhibits visible blur-
ring and loss of structural detail at semantic boundaries,
with fine object edges and small structures noticeably
smeared into neighboring regions. In contrast, our method
preserves sharper, more faithful boundaries that align more

closely with the ground truth, consistent with our design
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Fig. 3. Qualitative Comparison: False color random crops from Indian Pines and Pavia University and Houston13 datasets with
corresponding semantic label maps for reference and zoomed in regions for clerarer comparison.

goal of mitigating spatial oversmoothing via semantically
meaningful regularization.

Figure 3 Qualitative Comparison: False color random
crops from Indian Pines and Pavia University and
Houston13 datasets with corresponding semantic label
maps for reference and zoomed in regions for clerarer

comparison.

2. Ablation Studies

For fair comparison in Table 3 we show that the im-

provement from the proposed method comes at a modest

training-time cost: per-epoch training time increases by
roughly a hundredth to a tenth of a second across datasets,
reflecting the marginal added computation through the se-
mantic head. Since the auxiliary head is discarded after
training, this overhead is incurred only during encoding
and has no effect on decoder size, inference time, or stor-
age cost. We further analyze the sensitivity of our method
to the semantic loss weight a using Indian Pines dataset
in Figure 4, sweeping a across six orders of magnitude (10~°
to 1072). Both PSNR and SAM show improvement as a de-
creases from 1072 toward 107°, reaching an optimum at a

= 107°, before performance degrades slightly at a = 107,
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Sensitivity of PSNR and SAM to Semantic Loss Weight
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Fig. 4. Sensitivity to the semantic loss weight a, swept from 107® to 1072 Both metrics improve as
a decreases, reaching an optimum at a = 107° (dotted line), which is used for all reported experiments.

I 3. 0.27 bpppb 7|E Ho|AEtRIRL| MS X HEY &5 AlZHE) H|uL

Table 3. Comparison of performance and per-epoch training-time (seconds) with the baseline at 0.27 bpppb.

Dataset PSNR SAM Train time per epoch
Baseline Ours Baseline Ours Baseline Ours

Indian Pines 46.68 46.73 2.19 214 0.006 0.007
Pavia University 37.41 37.43 4.20 4.01 0.05 0.06
Houston13 39.88 40.20 3.91 3.72 0.008 0.01

We adopt a = 107 for all experiments reported in this

paper.

V. Conclusion

In this work, we presented a semantic-aware INR frame-
work for hyperspectral image compression. By successfully
injecting categorical boundary awareness into the net-
work’s latent parameters, we take a step towards resolving
MSE-driven

architectures. Experimental evaluations conducted on the

the oversmoothing issue inherent to

Indian Pines and Pavia University benchmarks demonstrate

that our approach yields improved reconstruction fidelity
while simultaneously reducing spectral distortion with zero
added storage or inference computational overhead. A cur-
rent limitation of our framework is its reliance on
ground-truth class labels during training, which restricts di-
rect applicability to unannotated HSI scenes. Future re-
search will explore adapting the framework to leverage pre-
trained Al models for generating pseudo-labels or semantic
descriptions in place of manual annotations, extending this
self-regulating semantic framework to unannotated HSI da-
tasets via self-supervised or zero-shot segmentation

primitives.
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