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Deterministic Orchestration Design and Multi-LLM Evaluation of an
On-Premise RAG Chatbot for Drainage Pump Station Safety Response
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ZET A AMFRTY SGAE £9, A3, I HE, B ARE SN Busiol Bk B AFE o/ Ak exnx
RAG ¢Hith A2 Agtdth %L Aol Bog vl A4, AAZ dole 53, Ik guloZ ety B SE A%
(ChatResponse) .= t3tstr, dHolejsr dat 275 & g@wld] AdsioF s & doe Helghet 943 244 vind B
02 ATt 5008 47] ST Jo)E LLMOE §H3 2,00040S RAGASE %71e Ade tedt 2o 3A, B¢ 29 2%
9 Ad=e BdE 0.55~0.872 HWaF A2, A A A A4 1A Jlole B A8 Aol ohet Wiy AA FE A
A% Auae Qb HAYS SRIES. B4, W B9 BFS wAse 44 egel B4 A4 AEsn. A, 24 e
43} F3#3 Y (Context Precision 0.51~0. 70) %’2".% 2183 AN BT T3k do]AE Zg YA 9o AAA 24
2EGOdS FEE 278 Aol b 2 RAGS] AA 3 B A9 J|ES HWEPEP.

Abstract

During heavy rainfall, drainage pump station operators must simultaneously assess water levels, forecasts, pump operation, and
response procedures. We propose an on-premise RAG safety-response chatbot that routes natural-language queries to manual
retrieval, real-time data calls, or general answers, normalizing all of them into a single response contract (ChatResponse). For
compound queries requiring both live data and procedural grounding in one answer, the system applies multi-round exploration
with deterministic manual augmentation. We evaluated 2,000 answers, produced by answering 500 questions with four open-weight
LLMs, using RAGAS. Three findings emerge. First, compound-query routing accuracy varied widely across models (0.55 - 0.87);
an ablation toggling deterministic augmentation on the same evaluation set showed that its contribution is not higher average
accuracy but a deterministic safeguard against the residual cases in which a model omits manual retrieval. Second, generation
stability, preventing empty answers and stalling, is a critical determinant of safety chatbot quality. Third, retrieval performance was
largely model-independent (Context Precision 0.51 -0.70), indicating that discriminating power arises in routing and generation
rather than retrieval. Finally, we document the rationale for implementing deterministic orchestration without an agent framework,
offering design and model-selection criteria for safety-critical RAG systems.

Keyword : Drainage Pump Station, On-premise RAG, Compound-query Routing, Deterministic Orchestration, RAGAS
Evaluation
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g8 4425 g9k v 2t AA, manual:
search_manual — <7 A4 3 7I=d Y 48 &4, data:
+%9 &< (read-only) — DB % ZIF 3t &8 AA, com-
posite: E|01E] =9} search manual 2% YA, HE|ZH>-=
2 AXRA B} 3l vEAHC R general: = §lo] YN H
H Al 9 HA A2 BE @RS 3 ChatResponse 34
o= Aqtsheih

2. AR — ChH mo|Zafel(Th| )

Operator Web
chatbot.html — RAG tab

J

Platform Server
POST /rag/chat - /rag/chat/stream

—_— —

ai_server (FastAPI)
/rag/* reverse proxy (NDJSON)

]

rag_app (FastAPl) — main.py: /chat - /chat/stream - /answer

chat_handler.handle_chat

Multi-round Loop (MAX_ROUNDS=3)
observe — act

function calling

Ollama — gemmad4:e4b

num_ctx=32768 - keep_alive=-1

ToolRegistry — 11 tools

search_manual
Operations 7 + Video 3

Retrieval
BGE-M3 (dense + sparse)
— Qdrant Hybrid (RRF)
— BGE-reranker-v2-m3 — top-k
rerank_score_threshold = 0.3

read-only

PostgreSQL

waterlevel - forecast - pump

Platform REST

entrance video analytics
entry/exit - occupancy - event

—— —

[ build_response — ChatResponse ]

answer_type - sources - data - flags

J21 1. A2 ofF [EUX
Fig. 1. System Architecture
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r A
@ Entry
POST /rag/chat (single JSON) - /rag/chat/stream (NDJSON)
\_main.py (+ rag_proxy) y
v
(@ Routing — function calling |,/ 1o tool call—
chat_handler — OllamacClient.chat straight to @(general / fallback)
think=true - temp 0 (deterministic)
. J
v
4 N\

(® Tool execution (multi-round < 3)

Run model-selected tools — append result
\observe —+ act feedback

S
v
. N\
@ Retrieval (search_manual)
BGE-M3 — Qdrant(RRF) — reranker — threshold
Below threshold — fallback, no generation )
¥
_ N N\
© Composite augementation | After augmentation -> back to
_needs_manual_augment: data-only + risk/response intent @® (next round, < 3)
— search_manual ZH| (one-way data—manual) )
L J
- 0 \
® Synthesis generation
Ollamaclient.chat (no tools, think=false)
knum_prc-:dic:t - repeat_penalty guards Y,
y
' . . N\
@ Response normalization
build_response — ChatResponse
\_sources - data - [n] - fallback - manual_miss - safety_sensitive Y.

= — EtH mo[=efel

2l 2. &
g. 2. Question — Answer Pipeline

A9 AYYE THAA F THAE AN, 7
of glo] LA AFol §o
MOE oojAt solxetele  uh

i)
Md
I
ot
2:
1=

gro] ekl A A2 W&ol

H 1. AZ - B Djo[=ZzRl EHAE Xz
Table 1. Question — Answer Pipeline Step-by-Step Processing

Stage Processing Key points
POST /rag/chat(single JSON) -
@ Entry Irag/chat/stream(NDJSON)

input {query}; streaming is token-by-token

think=true* temp 0 (deterministic);

@ Routing tool selection via function calling no tool call = general

@ Tool execution run model-selected toal, multi-round (<3), observe — actfeedback
append result to messages

. search_manual: ) .
® Retrieval hybrid + rerank + threshold below threshold — fallback without generation
data-only call + risk/response intent

— force search_manual

® Composite augmentation one-waydata — manual, one extra round

think=false num_predict- repeat_penalty
(block hang/repeat)
Configuration of sources, data, citations, sources-data-[n]adjustment-fallback-
and flags manual_miss-safety_sensitive

® Synthesis generation synthesize final answer from tool results

@ Response normalization
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Query
"MESY X Z sl e FXhe
. J
!
4 . )
Round 1 — Ollama tool selection
tool_calls = { get_current_water_level } (data only)
append result as tool message (observe)
. J
¥
4 N\
_needs_manual_augment ?
X . A If R1 calls both tools at once,
risk term (risk) + response intent (response procedure) A no augmentation is skipped (no
search_manual A data called duplicate search).
\_ - True J A plain status query ("list level?")
; has no response intent, so no
4 .. .. . N\ over-trigger.
search_manual deterministic injection
response-procedure manual excerpt — append (one-way data —
manual)
]
4 _ . 1\
Round 2 — synthesis generation
data (level-grade) + manual (procedure) both in context
grade = data (no [n]) - procedure = manual ([n] at sentence end)
g J
! N\
ChatResponse (answer_type = composite)
sources = [manual evidence] - data = [level-grade] - text = ... [1][2] ...
J

T 3. =3 Welol B2cy o Az

Fig. 3. Round-by-round answer paths for complex queries
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Safety Response)

@) o124 % 2ol Lxeo)z A T 8o AE /15D o) AES MU Hol ohd F2 ¥ Ly
HE BAE dF4 Eel7h ek gl fANS  ula A 8y,
of Rekg Foh Hade) 9EYe FAY 74 ¥W
= E°l= © 7]gth 3.6 Qe M SEHEUE REST 24H|)

(6) TEA: & =Rl Aol tiFE “Hold + Exp P} FHARYAE 7heE, ARA-GRE, T A9
o 12F AFOE olFolA o), A HalPlantt & DA B AIIH SRE AE AA doleuo)x
2F7] 3 (Reflexion)®] o] o] =A] ). whabA (DB)°l AA=H, A2 G4 DBl 3] H<hAl L
ReAct W4j9) #3 — 5o] 2449l HAS He  HUF REST APIE FalAw 235k ¢7] A4 2m)4
AIWo R FRaT ¥ 28 B A2gg dojde 2 FA9T F AR AAZE CCTVH %% d= AH
3| &l(ReAct-Plan-and-Execute-Reflexion) 2] B2 S AEstA] e, G A AZF AFESE A A (v | o]
vhehd o, BN 2@k B2k AolE 9% FAF TS A7

317) 913§ ElOlE(AA A E AHESle) 4 B T

Qorsi A, B A AHL ReAct WA 0] THE - Y% s,

of =rlQl b BwAe AFHOE FIe V\ffbl

AZEH ol delt) 1 H53 o] E T} ofz} ‘T 4. ME AN

H 2. 2 A|AHT of0]ME I{E(ReAct-Plan-and-Execute-Reflexion) H|w
Table 2. Comparison of this system and agent patterns (React, Plan-and-Execute, Reflexion)
Aspect This system ReAct! Plan-and-Execute!™® Reflexion!"”!
Framework none (direct HTTP) pattern pattern pattern
Tool orchestration custom loop (<3) dynamic plan then execute dynamic + retry
Observe — act feedback yes yes yes yes
Upfront plan decomposition no no yes no
Self-critique / trajectory revision no no no yes
Deterministic safety augmentation yes(keyword rule) no no no
Fallback gate (threshold) yes(rerank 0.3) no no no
Nondeterminism - latency low (predictable) medium medium - high high
B 3. B} HO/EN TARE HOIEY 28 4
Table 3. Evaluation dataset composition (number of items by type and difficulty)
Type (route) Total easy medium hard Notes
manual - operations 75 25 25 25 facilities - inspection - operations
manual - safety 65 22 22 21 disaster - crisis levels - reporting chain
manual - guideline 65 22 22 21 flood action guidelines - criteria
manual - video 30 10 10 10 entrance video operating guideline (counting - intrusion)
data 85 29 28 28 level - forecast - pump - history - threshold - recommendation
data - video 40 16 14 10 entry/exit - occupancy - events (REST)
general 80 27 27 26 domain-adjacent - out-of-domain (trap)
composite 60 20 20 20 data+manual - data+data - video+response
total 500 171 168 161 manual 47%-data 25%-general 16%-composite 12%
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Table 4. 4 Open Weight LLM Types Subject to Evaluation
Model Scale Ollama think Notes
qwen3.5:9b ~9.65B 0.24.0 ON strong Korean reasoning; pre-consolidation candidate
gemmad:edb | ~4.5B (efficient) 0.24.0 toggle current single production model
gemmad4:12b ~12B 0.30.7 ON large; requires newer Ollama
granite4.1:8b ~8B 0.24.0 OFF(Not supported) IBM Granite, --no-think
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S 4 A= U3} 2) granited.1:8be A & Lol A
F391E 7153 S H(Faithfulness 0.405, Relevancy 0.481
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Table 5. Routing accuracy by model (All - Category - Difficulty)

Metric qwen3.5:9b gemmad:edb gemma4:12b granite4.1:8b
Overall routing accuracy 0.88 0.88 0.77 0.69
operations 73/75 (0.97) 64/75 (0.85) 75/75 (1.00) 32/75 (0.43)
safety 64/65 (0.98) 57/65 (0.88) 65/65 (1.00) 34/65 (0.52)
guideline 64/65 (0.98) 53/65 (0.82) 65/65 (1.00) 24/65 (0.37)
data 79/85 (0.93) 81/85 (0.95) 57/85 (0.67) 81/85 (0.95)
general 55/80 (0.69) 75/80 (0.94) 33/80 (0.41) 79/80 (0.99)
composite 51/60 (0.85) 52/60 (0.87) 33/60 (0.55) 43/60 (0.72)
video (combined 70) 54/70 (0.77) 56/70 (0.80) 59/70 (0.84) 49/69 (0.71)
Trap over-trigger avoidance 44/57 (0.77) 50/57 (0.88) 28/57 (0.49) 42/57 (0.74)
Data-function match (avg) 0.435 0.762 0.473 0.714
Difficulty easy / medium / hard 0.90 / 0.87 / 0.88 0.86 / 0.91 / 0.86 0.83/0.75/0.74 0.67 / 0.76 / 0.62
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I 6. ZHY RAGAS X|ZE(H S 500x4)
Table 6. RAGAS metrics by model (total 500%4)

Metric qwen3.5:9b gemmad:edb gemma4:12b granite4.1:8b
Faithfulness 0.787 0.759 0.811 0.405
Answer Relevancy 0.691 0.755 0.635 0.481
Context Precision 0.697 0.622 0.642 0.509
(local token faithfulness cross-check) 0.951 0.965 0.950 0.885
Number of blank responses / 500 48 3 78 12
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Table 7. Dedicated performance for complex queries (60 items)
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=]

= o o 5
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g =S A=A

A3 Fd 3 Ollama

, 12b 0.47 W 0.55

0.8
&@QEﬂMﬂﬂﬁ
) A3, A4 Blel A

Model ai‘;ﬂf:gy RAGAS Faith | RAGAS Rel aﬁ:vsgs Seairrf:la?:;“a' Multitool (>2)
qwen3.5:9b 0.85 0.76 0.64 10 35 52
gemmad:edb 0.87 0.71 0.74 1 45 53
gemmad:12b 0.55 0.79 0.42 23 42 33
granite4.1:8b 0.72 0.57 0.39 0 36 54
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T 8. ZHH njrY EZ on/off X A&(composite 6028}
Table 8. Ablation of deterministic manual augmentation (60 composite items)
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Table 9. Controlled measurement of the runtime-version effect (same 500 items, code-scored)

.

Forced Voluntary
Model Ollama augment OFF augment ON injection(ON) | search_manual(OFF)

gemmad:edb | 0.24.0 (Same as this experiment) 0.83 (50/60) 0.83 (50/60) 1 time 42/60

gemma4:12b | 0.30.7 (Same as this experiment) 0.47 (28/60) 0.47 (28/60) 1 time 40/60

gemmad:e4b 0.31.1 (Reference) 0.82 (49/60) 0.77 (46/60) 1 time 43/60

gemmad4:12b 0.31.1 (Reference) 0.42 (25/60) 0.42 (25/60) 3 times 38/60
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Model Ollama Empty Response | Routing Accuracy | Trap Avoidance | Data-Function Matching
gemmaé4:e4b 0.24.0 (Main Experiment) 3/500 (0.6%) 0.876 0.877 0.762
gemmad:e4b | 0.30.7 (Control Measurement) 4/500 (0.8%) 0.866 0.702 0.749
gemma4:12b 0.30.7 (Main Experiment) 78/500 (15.6%) 0.774 0.491 0.473
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Table 10. Performance of video analysis related queries (70 items)

Model video RAGAS Faith video RAGAS Rel video-data empty video-manual empty
qwen3.5:9b 0.76 0.59 19 0
gemmad4:edb 0.82 0.71 0 0
gemma4:12b 0.89 0.73 10 1
granite4.1:8b 0.46 0.58 1 0

1. ZEY SE 7 (answer_type) 2 % Bl EHH ~(50071)
Table 11. Distribution of response types (answer_type) by model and number of empty answers (per 500)

Model manual data general composite Empty/500
gwen3.5:9b 159 144 179 18 48
gemmad:edb 143 145 184 28 3
gemmaé4:12b 192 84 184 40 78
granite4.1:8b 38 176 284 2 12




o
W
W
{
o
o0
3
lo,

X
o
<
=

(ORI
>~
&
i
funl ¥l

M & o
+
.
o)
N
o
ox
oX,
2

ol
flo o
5%
= o
i,
o
rlr
X
o
rfe
re
-
o,
)
o>

HA=AE &4

2B B3 Foje] A E v 483
B A A AA AdS =&

Ao it YA vh
A

RN
a3

e ol
rlo
i)
oX
2
2

A fin}

494 9 19 WSHEE PG Lxen)z RAG Ae) ARH QALEHl AAS BE LM %7t 1115
(Ilsik Chang et al.: Deterministic Orchestration Design and Multi-LLM Evaluation of an On-Premise RAG Chatbot for Drainage Pump Station

TEAA M

99 ALl BE

& Aol A]

9 8

o
juics
o
[isd
R
vl
&
N
R
e
e
i)

O

olHW B HaE w8
93 TAsA 2R (5.48), Al
(gemmad: 12b, =3 ¥l @ 2370)& 2
T oAs] Afjst F, Fx27t 2999
Aol Ak A wek g JF
A9 & go] dolg 359 njFd

3t7] wjEel, &d 4

T Y T E2D).

A}ala dlk

o
o 1_."%
o W33}

E 12 24 28 -

Table 12. Strengths, Weaknesses, and Operational Suitability by Model
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Model Strengths Weaknesses Operational fit
top balance of routing - trap - woptimal
gemmad:edb | data-function - Relevancy; empty 3; 0.24.0 slightly lower Faithfulness . P
- shared with pump (cuts resident 2—1 model)
) strong manual routing - Faithfulness - lowest data-function 0.435; empty 48

qwen3.5:9b Context Precision (video-data 19) secondary
emmad:12b perfect manual routing - highest empty 78 - trap 0.49 - composite collapse - not recommended
9 ' Faithfulness (0.811) needs 0.30.7 (breaks qwen) (unstable)

. . o . . Failure to justify Korean manual (manual .
granite4.1:8b Data - Pitfalls - Unit Conversion Good 38/500) - RAGAS Half Unsuitable
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